
TECHNICAL APPENDIX

Is all That Talk Just Noise?
The Information Content of Internet Message Boards

Werner Antweiler and Murray Frank
University of British Columbia

Faculty of Commerce and Business Administration

January 22, 2003

Corresponding Address:
UBC Commerce, 2053 Main Mall, Vancouver BC, V6T1Z2, Canada

Antweiler: werner.antweiler@ubc.ca, 604-822-8484.
Frank: murray.frank@ubc.ca, 604-822-8480.

Fax: 604-822-8477

This document can be downloaded as a PDF file from
http://pacific.commerce.ubc.ca/antweiler/public/noise-1.pdf

c© 2002 by Werner Antweiler and Murray Frank, University of British Columbia



1 Summary Statistics

Table 1 and figures 1–3 provide an overview of various frequency distributions of contri-
butions to the message boards. Using information that identifies individual contributors
(authors), we are able to compute descriptive statistics based on the frequency of contri-
butions from individual authors.

Figure 1 describes the frequency distribution of word counts, also shown in the first
two columns of table 1 From this it is apparent that the frequent contributors (those who
made more than 50 contributions over the course of 2000) accounted for the majority of
contributions. This pattern is highly similar across the Yahoo! Finance (YF) and Raging
Bull (RB) message boards.

Figure 2 and the corresponding columns in table 1 describe the frequency distribution
of message board contributors. From this one can see the majority of contributors only
made one or two contributions over the course of 2000. The frequent (50+) contributors
accounted for less than 4% of the total number of contributors. Again the statistics for YF
and RB were highly similar.

Lastly, figure 3 and the last two columns in table 1 describe the word count distribution
of message board contributions. About two-thirds of the messages are relatively short and
contain less than 50 words. Only about 5% of the messages are longer than 200 words.
Overall, messages posted on RB tended to be slightly longer than those posted on YF.

In tables 4, 5, and 6 we provide summary statistics that describe our stock market
data and the activity on Yahoo Finance and Raging Bull. For the 15-minute market data
we provide means, standard deviations, minima and maxima for the following variables:
trading volume; the number of small, medium and large trades; the intra 15-minute price
volatility; the bid-ask midpoint at the end of each 15-minute interval; the corresponding
bid-ask spread at the end of each 15-minute interval; and the return (difference in the log
of the price between the beginning and end of each 15-minuter interval).

The message board summary statistics provide a view on the average number of mes-
sages and words during a 15-minute interval, along with the average bullishness of the
posted messages. We show the bullishness measure for three different types of weights
and two different classification methods. The columns show the average when we do not
aggregate (no lag), and aggregate over the previous one-hour, 4-hour, and 1-day time pe-
riods, excluding the current 15-minute interval. The patterns that emerge are remarkably
similar. Neither the weights nor the classification methods reveal important differences.
As a result, in the main body of our paper we use the unweighted Naive Bayes measure
alone.

In the main body of the paper we have presented simple correlation coefficients for Ya-
hoo Finance. Table 3 shows corresponding numbers for the Raging Bull message boards.

2 Time

In the main body of the paper we have considered several issues relating to time-of-day
and day-of-week effects. Here we elaborate on several of these issues in greater detail.
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Both the messages and the stock data are time stamped by the minute. This suggests
using one minute as the time period. However, with this time period definition there
will be no messages posted for most periods, and in many cases relatively few stocks
traded. This large number of zeros can create a misleading impression. If one increases
the amount of time in each time interval, several effects take place. First, there are fewer
empty cells. Second, there are many fewer time periods and hence reduced “sample size.”
Third, with longer time periods some of the information that is included in a given period
may become more stale since it is less recent. Fourth, the numbers within each time period
are based on more evidence.

There is no clear best balance among these factors. Some traders really do follow the
market on a minute by minute basis. Other investors may check the market daily, or
even less frequently. With a market composed of a mixture of such people it is quite
possible that different relationships could be revealed on different time scales. We fol-
low Hasbrouck (1999) and Hasbrouck and Seppi (2001) who use a 15 minute time period
definition. Of course other papers define time units at different levels. With these con-
siderations in mind we carried out tests using 15 minute, 1 hour, and 1 day time periods.
The results from 1 hour do not add much further information, and so we report the results
based on 15 minute and 1 day time period definitions.

There is another time problem to be considered. The markets are only open for part
of the day, while the stock message boards are open 24 hours a day. Thus the two classes
of data have different natural calendars. We have employed three strategies for dealing
with this in our empirical analysis. First, much of our analysis focuses only on the time
during which the markets are open. Second, we use time-of-day dummy variables in an
effort to control for deterministic time patterns. Third, we have carried out a number
of additional tests to see if the messages posted while the markets were shut predict the
market opening excess stock returns. In contrast to Wysocki (1999) we found no evidence
that the opening excess returns are forecastable using the message board information, and
so we do not report these test results in detail.

3 Computational Linguistics

In our discussion of computational linguistics methods we introduced Naive Bayes (NB)
as our preferred method for automated classification of messages. However, we have
also employed an alternative classification method known as Support Vector Machine
(SV). The results we obtained from both methods were largely similar, but we found that
SV tends to overfit easily, and it is thus necessary to fine-tune the algorithm during the
training stage.1

1‘Overfitting’ describes a phenomenon by which a learning algorithm performs excessively well on the
training data set, but shows poor performance outside the training data. This is similar in nature to running
a regression with too few degrees of freedom. In the context of the SV algorithm, overfitting may be caused
by an overly large dictionary. Naturally, the larger the dictionary, the larger the ability to discriminate
between the contents of different messages. Corrective measures typically involve pruning the dictionary
used by the learning algorithm, where inclusion of a word in the dictionary is based on an appropriate
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Table 2 provides statistics on the classification accuracy of both NB and SV. Our train-
ing data set of 1,000 messages contains 25.2% buy signals, 5.5% sell signals, and 69.3%
hold signals. The in-sample classification accuracy of both algorithms is comparable, but
out of sample the SV method tends to produce a noticeably larger number of “sell” mes-
sages. The in-sample accuracy is very high with both classification methods as can be
seen from the 3x3-matrix elements of table 2. Nevertheless, when we filter all 1.5m mes-
sages through our two algorithms, both algorithms produce a smaller percentage of “sell”
messages (1.3% and 2.7%, respectively) than we have found in our training sample (5.5%).
Out-of-sample Naive Bayes found a slightly smaller number of sell messages than did the
Support Vector method.

The Support Vector Machine approach stems from the work on statistical learning and
computer classification problems. This method has been applied successfully to a broad
range of classification problems. It has been successfully used for text classification by
academic scholars such as Joachims (1999), as well as by scholars at Microsoft Research,
see Dumais, Platt, Heckerman, and Sahami (1998). Given the reports of successful use
of this method in text classification, we employ SV as a second classification method in
order to ensure that our results are “robust” with respect to the choice of classification
method. For SV text classification we use software by Joachims (1998). This software
is freely available on the internet for academic purposes and can be downloaded from
http://ais.gmd.de/˝thorsten/svm light/.

Both Naive Bayes and SV can be represented and analyzed algebraically. Both Naive
Bayes and SV have a track record of previous successful application to text classification
problems. While a complete discussion of SV lies beyond the scope of this paper, we point
out the basic idea.

SV transforms texts into “feature vectors,” where each feature corresponds to a word
in the text to be classified, along with an attribute that describes the word’s importance.
In the context of our study, the attribute that corresponds to each word i is the normalized
inverse document frequency

IDFi = ln

(
M

mi

) [
N∑

j=1

ln

(
M

mj

)]−1/2

(1)

where M is the number of messages to be classified, mi is the number of documents in
which word i occurs, and N is the dimension of the word space.

It is customary to reduce the feature space to avoid “overfitting” of the data. We
only include words that occur in at least 1,000 of our 1.5 million messages. The words
are ranked by what is known as a minimum information criterion, and we choose only
the top 1,000 words from this list to form our feature space. The SV algorithm is then
optimizing an objective function to calculate the hyperplane that optimally separates the
feature space (words) into a class and its anti-class.

In detail, we split our training sample into buy and sell messages and create appropri-
ate dictionary files in which words are coded as numbers. These two dictionary files are

measure of a word’s relative importance.

A-3



used to train the classification system along with a data file which describes the words
attributes. We have used the default parameters of Joachim’s SV system except for the
choice of kernel function, where we have opted for a polynomial kernel function instead
of a linear kernel function.

SV classification delivers values rk(BUY ) and rk(SELL) for each message k and signals
buy (BUY) and sell (SELL), where positive and negative numbers indicate whether or not
the message belongs in a given class. To aggregate these two numbers into a unique
classification for each message, we choose B when rk(BUY) > rk(SELL) ≥ 0, we choose S
when rk(SELL) > rk(BUY) ≥ 0, and we choose hold (HOLD) for all other cases.

4 Contemporaneous Regressions

Tables 7 and 8 provide a more detailed picture of the contemporaneous regressions
that were reported in the main body of the paper only for Yahoo Finance and for the
unweighted Naive Bayes classification method. In the aforementioned two tables we
consider both classification methods (NB and SV) and all three weights (unweighted,
weighted by message length, and weighted by inverse contribution frequency of the au-
thor).

5 Time Sequencing Analyis

5.1 Methodology

There are a number of closely related approaches to testing for time sequencing. We take
a particularly simple approach. Let xt be some financial measure at time t, let yt be some
message board measure at time t. Let Di represent a time of day dummy for time period
i, and let p be the number of time lags (4 in the case of the 15-minute regressions, and 2 in
the case of the 1-day regressions). Then estimate the following equations,

xt =
26∑
i=1

α1
i Di +

p∑
i=1

β1
i xt−i +

p∑
i=1

γ1
i yt−i + u1

t (2)

xt =
26∑
i=1

α0
i Di +

p∑
i=1

β0
i xt−i + u0

t (3)

To test for significance one can either perform an F test or a χ2 test. Let,

RSS1 =
T∑

t=1

(u1
t )

2, and RSS0 =
T∑

t=1

(u0
t )

2. (4)

Then the test statistic
S =

T (RSS0 −RSS1)

RSS1

(5)
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follows a χ2 distribution with p degrees of freedom. We use this simple approach to
testing. We also reverse the position of the xt and the yt terms to test for the reverse time
sequencing.

These are essentially linear tests of independence. Of course being linear tests, they
may not pick up nonlinear relationships. Adding nonlinear terms would increase the
flexibility, but at the same time increase the risk of overfitting the data. We did not ex-
periment with any nonlinear specifications. Omitted variables are always an issue with
causality tests. If an omitted variable is truly significant, and it is correlated with an in-
cluded variable, then the included variable will end up appearing to be significant.

Our main focus is on panel regressions in which we pool the 45 companies in our
sample and introduce both company and time period fixed effects into equations (2) and
(3).2 We also tried performing these tests on a firm by firm basis, applying (2) and (3)
directly.

5.2 15-Minute Data

In the main body of our paper we have reported time sequencing tests for our 1-day
aggregate measures based on the Yahoo Finance message board. In table 17 we report
corresponding results for the Raging Bull message board. Below we present and discuss
the results for corresponding Granger causality tests based on our 15-minute data. Tables
14 and 15 provide results for Yahoo Finance and Raging Bull, respectively. Many sig-
nificant predictive effects are found in both directions. The stronger effects are typically
from the market to the number of messages, rather than the reverse direction. Agree-
ment and bullishness both have predictive ability for financial markets that are similar in
magnitude to the predictability from the financial markets on these variables.

Start with trades. Stock trading volume has a more significant predictive effect on
message posting than is true in the reverse direction, but in both cases the effect is signif-
icant. The largest impact is on the small size trades. There is a strong effect from trading
volume to reported bullishness that builds over about an hour. After that there is a grad-
ual decline in bullishness back to normal levels. There is not much connection between
bullishness and returns, nor between bullishness and volatility. The effect of volatility on
the number of messages is significant but short-lived. The effect in the reverse direction
is statistically significant, but quite small in magnitude. The χ2 tests suggest that there
is some predictability for stock returns, but the effects are again very small. It is hard to
imagine using such small magnitudes to earn excess returns. Similarly, the results for the
prediction of the spreads are statistically significant but quite minor in magnitude. An
increase in agreement predicts an increase in trading volume over the next hour. This
effect is strongest in the small trades and it is found both for Yahoo! Finance and for Rag-
ing Bull. Comparison between Tables14 and 15 show that generally similar results are
obtained from Yahoo! Finance and from Raging Bull.

The evidence is consistent with small traders first making a trade, and then almost
immediately posting messages to tell others what they have just done. The effect is both

2Equations (4) and (5) are suitably modified by replacing T with the total number of observations in the
panel.

A-5



strong and very short-lived. If this were reflecting a “pump and dump” market manipu-
lation strategy, it would be surprising that the effect dissipates so rapidly. A particularly
famous case is discussed in the New York Times (“Jonathan Lebed: Stock Manipulator,
S.E.C. Nemesis – and 15” By Michael Lewis, New York Times, February 25, 2001):

After he had picked and bought his stock, he would write a single message about it
and stick it up in as many places on Yahoo Finance as he could between 5 and 8 in
the morning, when he left home for school. There were no explicit rules on Yahoo
Finance, but there were constraints. The first was that Yahoo limited the number
of messages he could post using one e-mail address. He would click onto Yahoo
and open an account with one of his four AOL screen names; a few minutes later,
Yahoo, mysteriously, would tell him that his messages could no longer be delivered.
Eventually, he figured out that they must have some limit that they weren’t telling
people about. He got around it by grabbing another of his four AOL screen names
and creating another Yahoo account. By rotating his four AOL screen names, he found
he could get his message onto maybe 200 Yahoo message boards before school.

He also found that when he went to do it the next time, with a different stock, Yahoo
would no longer accept messages from his AOL screen names. So he was forced to cre-
ate four more screen names and start over again. Yahoo never told him he shouldn’t
do this. “The account would be just, like, deleted,” he said. “Yahoo never had a
policy; it’s just what I figured out.” The S.E.C. accused Jonathan of trying to seem
like more than one person when he promoted his stocks, but when you see how and
why he did what he did, that is clearly false. (For instance, he ignored the feature on
Yahoo that enables users to employ up to seven different “fictitious names” for each
e-mail address.) It’s more true to say that he was trying to simulate an appearance on
CNBC.”

5.3 Daily Data with Wall Street Journal Effects

In tables 16 and 17 we repeat the time sequencing regressions at daily frequency but,
unlike the time sequencing table shown in the main paper, we include variables for the
number of articles in the Wall Street Journal the day before yesterday (WSJ−2), yesterday
(WSJ−1), today (WSJ0), and tomorrow (WSJ+1). The objective for including these vari-
ables is to filter our data for alternative communication channels. We attempt to answer
the question whether the message boards convey information that is different from infor-
mation communicated through other public channels.

We find that the inclusion of the WSJ variables does not change the key time sequenc-
ing results we have discussed in the paper.

As for the predictive ability of the WSJ variables, the effect of published articles the
day before yesterday has rarely a significant statistical effect, while articles published
yesterday do. There is a small significant negative effect from yesterday’s WSJ on today’s
return, while the effect on the other financial variables is positive and significant.

The reverse effect on the message boards is more noticeable. Yesterday’s WSJ articles
have a significant positive impact on posting volume (messages and number of words),
as well as bullishness and agreement. The same is true for WSJ articles published the
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day before yesterday, except for the agreement index where the effect is not statistically
significant. Today’s WSJ articles only have a significant effect on bullishness, but not on
the other message board variables.

5.4 Impulse Response Functions

When testing for Granger causality we are estimating both directions of causality. This
estimation procedure is equivalent to estimating a vector autoregression (VAR) model
with two variables (one message board variable and one market variable). When doing
this kind of analysis it is often helpful to illustrate how the estimated system of equations
responds to a unit shock. We provide impulse response plots to show how the variables
respond to a one standard deviation shock. To save space we only provide the plots for
daily frequency data and only for the messages from Yahoo! Finance.

Let xt denote the vector composed of these two variable so that

xt = µ +

p∑
j=1

∆jxt−j + vt (6)

where ∆j is a 2× 2 matrix of parameters to be estimated, and v is a vector of i.i.d. distur-
bances. In our 1-day model, we use p = 2 lags, while in our other models we use p = 4
lags. Equation (6) can be augmented by p − 1 identities yt−j = yt−j . All p equations can
then be stacked as follows to obtain a more convenient VAR(1) representation

Xt ≡
[

xt

xt−1

]
=

[
µ
0

]
+

[
∆1 ∆2

I 0

] [
xt−1

xt−2

]
+

[
vt

0

]
≡ M + ∆ (L)Xt + Vt

(7)

where we introduce the lag operator (L).
We first determine if the system is stable; see Greene (1997, ch. 17) for details. For the

system to be stable, the modulus of the roots of the characteristic polynomial of ∆ must
all be less than one. The modulus of a complex number is the sum of squares of its real
and imaginary part. If the system is dynamically stable, it has an equilibrium value of

X̄ = (I−∆)−1M +
∞∑

s=0

∆sVt−s (8)

An innovation of size dvjt to variable xjt will thus have an effect on variable xit after s
periods that will lead to a deviation from the equilibrium value equal to xi,t+s − x̄i =
(∆s)ijdvjt. The impulse dissipates over time and the system returns to equilibrium. By
definition (∆0)ii = 1, and ∀i 6= j : (∆0)ij = 0. We use this procedure to plot impulse
response functions for a key set of VARs corresponding to Table (12), i.e.Yahoo! Finance
measured in daily time periods.
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6 Volatility Analysis

For our analysis of volatility we have estimated three GARCH-(generalized autoregres-
sive conditional heteroskedasticity)-type models: GARCH; exponential GARCH, known
as EGARCH; and the Glosten et.al. (1993) form of threshold GARCH, known as GJR. In
all cases we only consider one lag.

We are interested in determining the impact of our bullishness measure B∗
t , the agree-

ment index At, and the number of messages Mt. In addition, we make use of a dummy
for market opening, represented by the indicator function O(t) which is one when ob-
servation t corresponds to a 09:30 hours market opening. The mean equation for return
rt ≡ ln(pt)− ln(pt−1) is of the form

1000rt = b0 + b1O(t) + b2B
∗
t + εt (9)

In the volatility equation we additionally provide a term for the number of trades Nt.
We again insert a dummy O(t) for market opening and we also introduce a time-of-day
indicator

K(t) =

[
h(t)− 12.75

3.25

]2

(10)

that captures a potential effect from the U-shaped distribution of trades between 09:30
and 16:00 hours. Here h(t) is a function that retrieves the time of the day (in hours and
fractions thereof) for observation t.

In the case of GARCH(1,1), the volatility equation is

σ2
t = a0 + a1O(t) + a2J(t) + a3At + a4 ln(1 + Mt) + a5 ln(Nt)

+a6σ
2
t−1 + a7ε

2
t−1 (11)

In the case of GJR(1,1) we add an asymmetric response term:

σ2
t = a0 + a1O(t) + a2J(t) + a3At + a4 ln(1 + Mt) + a5 ln(Nt)

+a6σ
2
t−1 + a7ε

2
t−1 + a8ε

2
t−1I(εt > 0) (12)

where I(·) is an indicator function which is one when the expression in parenthesis is
true, and zero otherwise.

Finally, in the case of EGARCH(1,1), we define the normalized innovation zt = εt/σt

and assume that zt ∼ N(0, 1). The volatility equation is

ln(σ2
t ) = a0 + a1O(t) + a2J(t) + a3At + a4 ln(1 + Mt) + a5 ln(Nt)

+a6 ln(σ2
t−1) + a7 [|zt| − E|zt|] + a8zt−1 (13)

where under the assumption of normality E|zt| = [2/π]0.5.
Results from the GARCH, GJR, and EGARCH estimations are shown in tables 11, 12,

and 13, respectively.
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7 Volume

In our analysis of the determinants of volume we follow Chordia, Roll, and Subrah-
manyam (2001). We apply their methodology to individual stocks, thus suitably ex-
tending their framework for the determinants of overall market volume. Our dependent
variables are the log daily change in (a) the trading volume as defined by the number
of shares; (b) the dollar trading volume; (c) the total number of trades; (d) the number
of small trades less than $10k; (e) the number of medium-size trades between $10k and
$100k; (f) the number of large trades over $100k.

Let po
t and pc

t denote the opening and closing price (bid-ask midpoint) of a particular
stock on day t. Let p̄ denote the price of the S&P-500 spider (SPY). Further let pt,d denote
the price at the end of a particular 15-minute interval d ∈ D(t) on day t, where consecutive
trading days are joined to provide a continuous time series. We further denote by FFR,
T10, and BAA the Federal Funds Rate, the 10-year constant-maturity treasury bill rate,
and Moody’s Baa or better corporate bond yield rate, respectively, with percentage figures
transformed into logarithmic form as ln(1 + x/100).

Our market-based regressors are defined in the table below.

Stock Up Yesterday max{0, ln(pc
t−1)− ln(pc

t−2)}
Stock Down Yesterday max{0, ln(pc

t−2)− ln(pc
t−1)}

Stock Up Last 5 Days max{0, ln(pc
t−1)− ln(po

t−5)}
Stock Down Last 5 Days max{0, ln(po

t−5)− ln(pc
t−1)}

Stock 5-day Volatility
∑5

s=1

∑
d∈D(t) | ln(pt−s,d)− ln(pt−s,d−1)|

Market Up Yesterday max{0, ln(p̄c
t−1)− ln(p̄c

t−2)}
Market Down Yesterday max{0, ln(p̄c

t−2)− ln(p̄c
t−1)}

Market Up Last 5 Days max{0, ln(p̄c
t−1)− ln(p̄o

t−5)}
Market Down Last 5 Days max{0, ln(p̄o

t−5)− ln(p̄c
t−1)}

Market 5-day Volatility
∑5

s=1

∑
d∈D(t) | ln(p̄t−s,d)− ln(p̄t−s,d−1)|

Federal Funds Rate ∆FFRt

Term Spread ∆(T10t − FFRt)
Quality Spread ∆(BAAt − T10t)

Additionally, we have defined day-of-week dummies for Monday, Tuesday, Wednesday,
and Thursday. A further dummy variable indicates if a trading day is right before or after
a a civic holiday, except when that trading day falls on a Monday or Friday.3

In addition to the market-based regressors, we enter the log of the number of messages
posted prior during the last 24 hours prior to market opening, and the corresponding
agreement index.

In addition to the results reported in the main body of the paper for the group of 45
companies, tables 9 and 10 report results for the group of 30 DIA and 15 XLK companies,

3These indicator variable is 1 for: Tuesday January 18 (day after Martin Luther King Day); Tuesday
February 22 (day after Presidents’ Day); Thursday April 20 (day before Good Friday); Tuesday May 30 (day
after Memorial Day); Wednesday July 5 (day after Independence Day); Tuesday September 5 (day after
Labor Day); Wednesday November 22 (day before Thanksgiving Day); Tuesday December 26 (day after
Christmas Day).
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respectively. It is apparent that the predictive effect of the message board posting volume
1 hour prior to market opening is only present in the group of 30 DIA companies, but not
in the group of 15 XLK companies.

There are other noticeable differences between DIA and XLK stocks. Trading volume
of the XLK companies is moved more strongly by yesterday’s changes than by the cu-
mulative 5-day changes. The opposite is true for DIA companies, where the volume is
moved more strongly by the 5-day momentum. Furthermore, XLK companies exhibit a
sensitivity toward both individual and market volatility: trading volume decreases with
increasing volatility. By comparison, trading volume of DIA companies is only weakly
affect by individual volatility, and even less by market volatility.

A further noticeable discrepancy is in the sign of the quality spread variable. It is posi-
tive in the case of DIA companies (hovering around the margin of significance), while it is
negative in the case of XLK companies. This may reflect structurally different responses
with respect to innovations to certain types of risk.
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Table 1: Frequency Distribution of Message Board Contributors and Con-
tributions
Postings per Word Count Percentage of
Contributor Percentage Contributors

RB YF RB YF
1 3.81 3.10 43.59 40.58
2 3.00 2.45 15.77 15.49
3–4 4.40 3.88 13.55 14.18
5–9 6.90 6.63 11.88 12.70
10–19 8.47 8.23 7.04 7.85
20–49 13.40 12.76 4.80 5.46
50+ 60.01 62.96 3.38 3.74

Words in % of Postings
Message RB YF
1–9 15.55 21.31
10–19 16.03 15.64
20–49 28.67 28.14
50–99 19.81 18.88
100–199 11.65 10.36
200–499 5.74 4.84
500–999 1.84 0.83
1000+ 0.71 0.00

Note: The column ‘Word Count Percentage’ shows the percentage of the total words
posted that were contributed by authors with the number of postings shown in the first
column. The column ‘Percentage of Contributors’ shows the percentage of authors who
contributed the number of messages indicated in the first column. RB and YF indi-
cate the Raging Bull and Yahoo! Finance message boards. The second part of the table
(‘Words in Message’) shows the length distribution of messages on the two message
boards.

Table 2: Classification Accuracy Within Sample and
Overall Classification Distribution

NB SV
% B H S B H S

Correct B 25.2 18.1 7.1 0.0 20.4 4.8 0.0
Correct H 69.3 3.4 65.9 0.0 0.2 69.1 0.0
Correct S 5.5 0.2 1.2 4.1 0.0 1.3 4.2
1,000 messages1 21.7 74.2 4.1 20.6 75.2 4.2
All Messages2 20.0 78.8 1.3 20.3 77.0 2.7

Note: The classification methods are Naive Bayes (NB) and Sup-
port Vector (SV). The first %-column shows the actual shares of
1,000 hand-coded messages that were classified as ’buy’ (B), ’hold’
(H), or ’sell’ (S). The B/H/S matrix entries show the in-sample
prediction accuracy of the classification engine with respect to
the learned samples. — 1 Because the SV method uses an infor-
mation gain criterion to select words (‘features’) for its dictionary,
some messages in the training data set do not contain any of these
words. The percentage figures for SV are based on 755 of the 1,000
messages which included at least one such ‘feature.’ — 2 This line
provides summary statistics for the out-of-sample classification of
all 1,559,621 messages.
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Figure 1: Message Board Contributions by Contributor Group

Contributor Group by Number of Messages per Contributor
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Figure 2: Frequency Distribution of Message Board Contributors

Number of Messages per Contributor
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Figure 3: Frequency Distribution of Message Board Word Counts

Number of Words in Message
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Table 3: Pairwise Correlations for Raging Bull
Return Volatility Small Medium Large Volume Spread

Messages, no lag -0.005 0.110 0.383 0.156 0.178 0.249 -0.050
Messages, 1h lag -0.011 0.109 0.434 0.169 0.193 0.275 -0.061
Messages, 4h lag -0.008 0.092 0.436 0.161 0.188 0.272 -0.066
Messages, 1d lag -0.008 0.105 0.483 0.202 0.232 0.311 -0.070
Words, no lag 0.048 0.214 0.086 0.107 0.143 -0.033
Words, 1h lag -0.005 0.065 0.315 0.125 0.154 0.210 -0.050
Words, 4h lag 0.066 0.374 0.143 0.181 0.247 -0.064
Words, 1d lag -0.006 0.089 0.466 0.194 0.238 0.309 -0.074
Bullishness, no lag 0.079 0.213 0.044 0.062 0.123 -0.031
Bullishness, 1h lag -0.008 0.109 0.323 0.054 0.086 0.181 -0.052
Bullishness, 4h lag -0.006 0.123 0.400 0.054 0.102 0.218 -0.070
Bullishness, 1d lag -0.007 0.174 0.505 0.078 0.140 0.282 -0.082
Agreement, no lag 0.081 0.227 0.047 0.068 0.131 -0.032
Agreement, 1h lag -0.007 0.107 0.322 0.053 0.090 0.178 -0.054
Agreement, 4h lag -0.005 0.119 0.361 0.043 0.097 0.191 -0.067
Agreement, 1d lag -0.005 0.145 0.351 0.036 0.101 0.190 -0.058

Note: Only correlations that are significantly different from zero at the 99% confidence level
are reported. Missing values are deleted on a case by case basis rather than for the entire
data set. The time dummies for the first and last hour are reported. Midday time dummies
tended to be insignificant and economically small. The time period length is 15 minutes.
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Table 4: Market Data Summary Statistics
Variable Mean Std.Dev. Mininum Maximum
Trading Volume 217704.3 413607.2 0 21553200
Number of Small Trades 169.6829 405.9157 0 9833
Number of Medium Trades 23.93761 60.02095 0 2324
Number of Large Trades 1.573293 3.662804 0 184
Volatility 0.129037 0.21261 0 35.2113
Price 58.29012 40.54742 0.1709 496.0325
Bid-Ask Spread 0.186866 0.378877 0.0625 50.0625
Return (Log Diff. of Price) -0.00014 0.00998 -1.31081 0.416248

Table 5: Yahoo! Finance Message Board Summary Statistics
Variable Weight No Lag 1-Hour Lag 4-Hour Lag 1-Day Lag
Messages 0.841 (2.508) 3.365 (9.176) 13.46 (33.33) 80.89 (152.9)
Words 49.84 (151.3) 199.4 (473.6) 797.6 ( 1627) 4790 ( 7644)
Naive Bayes none 0.087 (0.292) 0.254 (0.534) 0.616 ( 0.84) 1.495 (1.104)
Naive Bayes words 0.414 (1.392) 1.049 (2.129) 2.118 (2.717) 3.655 (2.719)
Naive Bayes scarcity 0.01 (0.069) 0.039 (0.144) 0.13 (0.291) 0.52 (0.608)
Support Vector none 0.068 (0.259) 0.206 ( 0.47) 0.51 (0.731) 1.226 (0.917)
Support Vector words 0.367 (1.452) 0.947 (2.223) 1.865 (2.818) 2.887 ( 2.8)
Support Vector scarcity 0.008 (0.062) 0.029 (0.126) 0.102 (0.251) 0.416 (0.519)

Table 6: Raging Bull Message Board Summary Statistics
Variable Weight No Lag 1-Hour Lag 4-Hour Lag 1-Day Lag
Messages 0.145 ( 0.68) 0.58 (2.266) 2.322 (7.798) 13.96 (34.45)
Words 12.16 (88.32) 48.63 (223.2) 194.6 (650.8) 1169 ( 2796)
Naive Bayes none 0.017 ( 0.12) 0.06 ( 0.24) 0.186 (0.453) 0.656 ( 0.87)
Naive Bayes words 0.098 (0.702) 0.318 (1.258) 0.873 (2.025) 2.392 (2.944)
Naive Bayes scarcity 0.002 ( 0.03) 0.008 (0.061) 0.031 (0.128) 0.154 (0.315)
Support Vector none 0.015 (0.128) 0.05 (0.242) 0.15 (0.421) 0.481 (0.702)
Support Vector words 0.084 (0.791) 0.264 (1.365) 0.67 (2.063) 1.535 (2.678)
Support Vector scarcity 0.002 (0.033) 0.007 (0.066) 0.026 (0.131) 0.126 (0.299)

Note: The time interval is taken as 15 minutes. There are 45 stocks in our sample, and there are
35,136 fifteen minute intervals (FMI) over the 366 days included. Multiplying these numbers gives
the 1,581,120 company/FMI observations in our data. Some definitions: Price is the midpoint of
the bid and the ask at interval end. Volatility is the standard deviation of the transaction prices
within a time period. Trading volume is the total number of shares that were traded during a time
period. Return is the log difference of the average transaction price from one period to the next.
Spread is the difference between the bid and the ask at the end of the period. Number of Small
Trades is a count of the Number of Trades below $100,000. Number of Medium Trades is a count
of the Number of Trades that are at least $100,000 but below $1,000,000. Number of Large Trades is
a count of the Number of Trades valued at least $1,000,000. Messages is a count of the number of
of messages aggregated over the indicated time interval. Words is a count of the number of words
posted over the indicated time interval. NB and SV indicate the classification methods Naive Bayes
and Support Vector. Weights ‘none,’ ‘words,’ and ‘scarcity’ imply equal weighting, weighting by
the length of contribution, and weighting by the inverse contribution frequency (scarcity) of the
contributor.
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Table 7: Contemporaneous Regressions – Yahoo Finance
Log of Bullishness Agreement Market

Messages Index Index R2

Naive Bayes, Unweighted
Return −0.331 (1.382) 1.747b (3.208) −0.240 (0.455) 0.716c (120.7) 0.049
Volatililty 0.041c (35.7) 0.033c (12.74) −0.029c (11.41) −1.178c (81.85) 0.538
Log Small Trades 0.225c (102.1) 0.181c (36) −0.123c (25.3) −1.541c (55.88) 0.984
Log Medium Trades 0.119c (43.53) 0.161c (25.82) −0.096c (15.84) −0.464c (13.55) 0.931
Log Large Trades 0.082c (37.29) 0.052c (10.39) −0.021c (4.382) −0.222c (8.073) 0.642
Log Trading Volume 0.259c (82.37) 0.170c (23.81) −0.109c (15.72) −2.417c (61.55) 0.995
Spread 0.001 (0.766) 0.009b (2.861) −0.004 (1.369) −0.047b (2.763) 0.245

Naive Bayes, Weighted by Message Length
Return −0.126 (0.539) 0.058 (0.483) 0.648 (1.148) 0.716c (120.7) 0.049
Volatililty 0.045c (39.5) −0.000 (0.458) −0.005 (1.755) −1.175c (81.61) 0.538
Log Small Trades 0.243c (111.9) 0.007c (6.07) −0.020c (3.831) −1.528c (55.29) 0.984
Log Medium Trades 0.134c (50.04) 0.010c (7.302) −0.020b (3.072) −0.454c (13.25) 0.931
Log Large Trades 0.087c (40.32) 0.002 (1.835) 0.008 (1.565) −0.218c (7.936) 0.642
Log Trading Volume 0.275c (89.34) 0.004b (2.576) −0.004 (0.487) −2.404c (61.15) 0.995
Spread 0.002 (1.356) 0.001 (1.598) −0.002 (0.586) −0.047b (2.745) 0.245

Naive Bayes, Weighted by Inverse Contribution Frequency
Return −0.109 (0.463) −1.133 (0.865) 0.970a (2.48) 0.716c (120.7) 0.049
Volatililty 0.044c (38.43) 0.053c (8.372) −0.010c (5.322) −1.175c (81.62) 0.538
Log Small Trades 0.238c (109.1) 0.352c (29.17) −0.026c (7.093) −1.522c (55.16) 0.984
Log Medium Trades 0.130c (48.09) 0.340c (22.73) −0.012b (2.772) −0.446c (13.04) 0.931
Log Large Trades 0.084c (38.78) 0.149c (12.43) 0.004 (1.223) −0.216c (7.869) 0.642
Log Trading Volume 0.270c (87.14) 0.328c (19.08) −0.016b (3.092) −2.399c (61.09) 0.995
Spread 0.002 (1.261) 0.017a (2.282) 0.000 (0.215) −0.046b (2.705) 0.245

Support Vector, Unweighted
Return −0.131 (0.574) 1.984c (3.598) −0.674 (1.309) 0.716c (120.7) 0.049
Volatililty 0.046c (41.58) 0.004 (1.349) −0.014c (5.526) −1.175c (81.67) 0.538
Log Small Trades 0.245c (116.6) 0.103c (20.28) −0.091c (19.23) −1.525c (55.23) 0.984
Log Medium Trades 0.135c (52.02) 0.121c (19.21) −0.086c (14.63) −0.448c (13.1) 0.931
Log Large Trades 0.090c (43.03) 0.041c (8.202) −0.029c (6.068) −0.214c (7.817) 0.642
Log Trading Volume 0.280c (93.81) 0.096c (13.27) −0.088c (13.04) −2.400c (61.1) 0.995
Spread 0.000 (0.341) 0.008b (2.599) 0.001 (0.362) −0.047b (2.743) 0.245

Support Vector, Weighted by Message Length
Return 0.038 (0.169) 0.041 (0.417) 0.257 (0.494) 0.716c (120.7) 0.049
Volatililty 0.046c (42.18) −0.001b (2.705) −0.007b (2.617) −1.175c (81.65) 0.538
Log Small Trades 0.251c (120.3) 0.002a (2.171) −0.031c (6.509) −1.522c (55.1) 0.984
Log Medium Trades 0.142c (55.08) 0.005c (4.872) −0.028c (4.696) −0.446c (13.03) 0.931
Log Large Trades 0.092c (44.45) 0.002a (2.338) −0.009 (1.932) −0.214c (7.791) 0.642
Log Trading Volume 0.286c (96.39) 0.002 (1.263) −0.031c (4.616) −2.397c (61.02) 0.995
Spread 0.001 (0.691) 0.001 (1.406) 0.003 (1.124) −0.047b (2.738) 0.245

Support Vector, Weighted by Inverse Contribution Frequency
Return 0.036 (0.157) 0.124 (0.083) 0.407 (1.032) 0.716c (120.7) 0.049
Volatililty 0.045c (41.58) 0.020b (2.747) −0.012c (6.373) −1.175c (81.67) 0.538
Log Small Trades 0.248c (118.4) 0.278c (20.28) −0.043c (11.75) −1.521c (55.08) 0.984
Log Medium Trades 0.140c (53.77) 0.322c (18.89) −0.031c (6.848) −0.443c (12.95) 0.931
Log Large Trades 0.091c (43.58) 0.147c (10.77) −0.012b (3.286) −0.213c (7.748) 0.642
Log Trading Volume 0.284c (95.01) 0.258c (13.22) −0.043c (8.34) −2.396c (61) 0.995
Spread 0.001 (0.566) 0.019a (2.225) 0.005a (2.169) −0.047b (2.72) 0.245

Note: Observations are based on 15-minute intervals while markets are open. All regressions use company
fixed effects. A coefficient that is significant at 95% level is indicated with a, while b and c denote significance
at the 99% level and 99.9% level, respectively. T-statistics are shown in parentheses. 1 Market index denotes the
log of the SPY price except in the case of the ‘Return’ regressions where it denotes the return (difference of the
log price) of the SPY. A-16



Table 8: Contemporaneous Regressions – Raging Bull
Log of Bullishness Agreement Market

Messages Index Index R2

Naive Bayes, Unweighted
Return 0.610 (1.597) −0.650 (0.45) 1.028 (0.878) 0.716c (120.7) 0.049
Volatililty 0.056c (30.66) 0.038c (5.485) −0.031c (5.435) −1.197c (83.16) 0.537
Log Small Trades 0.307c (86.28) 0.167c (12.41) −0.083c (7.586) −1.645c (59.02) 0.983
Log Medium Trades 0.239c (54.82) 0.207c (12.57) −0.088c (6.572) −0.512c (15) 0.931
Log Large Trades 0.140c (39.9) 0.083c (6.24) −0.040c (3.756) −0.257c (9.38) 0.642
Log Trading Volume 0.345c (68.43) 0.142c (7.454) −0.062c (3.979) −2.538c (64.2) 0.995
Spread 0.005a (2.365) −0.010 (1.156) 0.009 (1.39) −0.047b (2.759) 0.245

Naive Bayes, Weighted by Message Length
Return 0.592 (1.557) −0.056 (0.228) 0.800 (0.704) 0.716c (120.7) 0.049
Volatililty 0.057c (31.39) −0.001 (1.132) 0.001 (0.148) −1.197c (83.13) 0.537
Log Small Trades 0.312c (87.92) −0.001 (0.603) 0.038c (3.556) −1.644c (58.96) 0.983
Log Medium Trades 0.245c (56.35) 0.003 (0.979) 0.044c (3.387) −0.511c (14.96) 0.931
Log Large Trades 0.142c (40.7) 0.000 (0.048) 0.016 (1.572) −0.257c (9.36) 0.642
Log Trading Volume 0.349c (69.49) −0.004 (1.141) 0.051c (3.407) −2.537c (64.17) 0.995
Spread 0.005a (2.265) −0.001 (0.972) 0.008 (1.239) −0.047b (2.758) 0.245

Naive Bayes, Weighted by Inverse Contribution Frequency
Return 0.593 (1.558) −2.800 (0.953) 0.833 (1.245) 0.716c (120.7) 0.049
Volatililty 0.057c (31.24) 0.073c (5.154) −0.010b (3.24) −1.197c (83.15) 0.537
Log Small Trades 0.311c (87.67) 0.228c (8.311) 0.013a (2.158) −1.645c (58.99) 0.983
Log Medium Trades 0.244c (56.11) 0.287c (8.562) 0.031c (4.065) −0.511c (14.98) 0.931
Log Large Trades 0.141c (40.51) 0.206c (7.635) −0.000 (0.049) −0.257c (9.381) 0.642
Log Trading Volume 0.349c (69.32) 0.212c (5.467) 0.019a (2.121) −2.537c (64.19) 0.995
Spread 0.005a (2.181) 0.048b (2.881) −0.001 (0.33) −0.047b (2.77) 0.245

Support Vector, Unweighted
Return 0.269 (0.703) 0.430 (0.524) 1.260 (1.752) 0.716c (120.7) 0.049
Volatililty 0.060c (32.33) 0.009a (2.246) −0.016c (4.537) −1.197c (83.15) 0.537
Log Small Trades 0.328c (92.1) 0.051c (6.665) −0.050c (7.49) −1.643c (58.92) 0.983
Log Medium Trades 0.259c (59.37) 0.075c (7.969) −0.037c (4.47) −0.509c (14.91) 0.931
Log Large Trades 0.149c (42.64) 0.053c (7.051) −0.039c (5.855) −0.256c (9.349) 0.642
Log Trading Volume 0.367c (72.56) 0.055c (5.077) −0.051c (5.395) −2.535c (64.14) 0.995
Spread 0.006b (2.782) 0.005 (1.098) −0.004 (0.987) −0.047b (2.757) 0.245

Support Vector, Weighted by Message Length
Return 0.296 (0.772) −0.021 (0.156) 1.478a (2.082) 0.716c (120.7) 0.049
Volatililty 0.060c (32.56) 0.000 (0.249) −0.012c (3.652) −1.197c (83.14) 0.537
Log Small Trades 0.330c (92.27) 0.002 (1.569) −0.030c (4.501) −1.642c (58.89) 0.983
Log Medium Trades 0.262c (59.77) 0.004a (2.527) −0.011 (1.382) −0.508c (14.88) 0.931
Log Large Trades 0.151c (43) 0.005c (3.883) −0.026c (4.026) −0.256c (9.335) 0.642
Log Trading Volume 0.368c (72.7) 0.004a (1.98) −0.034c (3.583) −2.535c (64.12) 0.995
Spread 0.006b (2.862) 0.001 (0.832) −0.003 (0.856) −0.047b (2.756) 0.245

Support Vector, Weighted by Inverse Contribution Frequency
Return 0.309 (0.802) −4.594 (1.772) 1.680b (2.708) 0.716c (120.7) 0.049
Volatililty 0.060c (32.42) 0.039b (3.127) −0.015c (4.942) −1.197c (83.14) 0.537
Log Small Trades 0.329c (91.54) 0.185c (7.648) −0.034c (5.887) −1.642c (58.91) 0.983
Log Medium Trades 0.260c (59.09) 0.221c (7.473) −0.011 (1.498) −0.509c (14.89) 0.931
Log Large Trades 0.151c (42.66) 0.152c (6.414) −0.021c (3.746) −0.256c (9.335) 0.642
Log Trading Volume 0.368c (72.2) 0.192c (5.598) −0.035c (4.221) −2.535c (64.13) 0.995
Spread 0.006b (2.835) 0.023 (1.545) −0.003 (0.867) −0.047b (2.756) 0.245

Note: Observations are based on 15-minute intervals while markets are open. All regressions use company
fixed effects. A coefficient that is significant at 95% level is indicated with a, while b and c denote significance
at the 99% level and 99.9% level, respectively. T-statistics are shown in parentheses. 1 Market index denotes the
log of the SPY price except in the case of the ‘Return’ regressions where it denotes the return (difference of the
log price) of the SPY.
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Figure 4: Impulse Response Functions (1-day VAR model, Yahoo! Finance)
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Note: The solid line shows the response of the market variable to a one-standard-deviation increase in
the message-board variable. The dotted line shows the response of the message board variable to a one-
standard-deviation increase in the market variable. The vertical axis is measuring the response in fractions
of a standard deviation of the dependent variable. Standard deviations are based on the full data set.
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Table 9: Volume Regressions — 30 DIA Companies
Dependent Variable ∆ $-Volume ∆ Small ∆ Large

Stock Up Yesterday −0.315 (1.55) −0.367b (2.90) −0.524 (1.46)
Stock Down Yesterday −0.227 (1.76) −0.110 (1.37) −0.245 (1.07)
Stock Last 5 Days Up −0.881c (6.01) −0.537c (5.86) −1.168c (4.51)
Stock Last 5 Days Down −0.332c (4.33) −0.180c (3.77) −0.447c (3.30)
Stock 5 Day Volatility −0.508 (1.81) −0.153 (.870) −0.729 (1.47)
Market Up Yesterday 0.085 (.283) −0.137 (.732) −0.381 (.720)
Market Down Yesterday 0.109 (1.17) 0.105 (1.81) 0.178 (1.08)
Market Last 5 Days Up −0.308 (.989) 0.028 (.143) 0.100 (.183)
Market Last 5 Days Down −0.283c (3.52) −0.041 (.817) −0.422b (2.97)
Market 5 Day Volatility 0.029 (.261) −0.092 (1.35) 0.063 (.325)
Federal Funds Rate −24.05a (2.14) −37.40c (5.33) −31.77 (1.60)
Term Spread −14.26 (1.32) −17.45b (2.59) −24.77 (1.30)
Quality Spread 25.834 (1.62) 17.514 (1.75) 28.860 (1.02)
Message Board Volume 0.012b (2.92) 0.007a (2.57) 0.017a (2.21)
Agreement Index −0.015 (1.52) −0.011 (1.78) −0.026 (1.45)
Intercept 0.004 (.325) −0.029c (3.44) −0.016 (.675)
Monday −0.014 (.951) 0.111c (12.0) −0.011 (.432)
Tuesday 0.112c (8.00) 0.057c (6.57) 0.174c (7.05)
Wednesday 0.083c (6.05) 0.060c (7.03) 0.154c (6.34)
Thursday 0.021 (1.49) 0.043c (4.85) 0.056a (2.22)
Holiday −0.005 (.194) 0.085c (5.40) −0.021 (.459)
Articles in WSJ Today 0.006 (.846) 0.009 (1.86) 0.018 (1.33)
Articles in WSJ Yesterday −0.030c (3.93) −0.016c (3.33) −0.061c (4.49)
Articles in WSJ 2 days ago −0.010 (1.37) −0.010a (2.01) 0.003 (.245)
σ2 (mean squared error) 0.136c (60.5) 0.053c (60.5) 0.426c (60.5)
ρ (cross-section variance ratio) 0.000 (.001) 0.000 (.001) 0.000 (.001)
Observations 7,380 7,380 7,380
Companies 30 30 30
Pseudo-R2 0.206 0.225 0.171

Note: The basic unit of observation is a day. The dependent variables in these panel regressions are
the log change in the variable indicated in each column head. $-Volume is the $-value of the shares
traded, while Small and Large indicate the number of small trades <$10k and large trades >$100k. We
have excluded the middle group ($10k–$100k) because the results of the middle group were quite close
to the Small group. The regressors include company-specific and market variables that measure the
log change in prices and volatility. The message board variables are based on the 4-hour aggregates of
messages posted on the Yahoo! Finance message boards prior to market opening at 09:30. Coefficients
were estimated using random effects on the panel of 45 companies in our data set. A coefficient that is
significant at 95% level is indicated with a, while b and c denote significance at the 99% level and 99.9%
level, respectively. Absolute t-statistics are shown in parentheses.
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Table 10: Volume Regressions — 15 XLK Companies
Dependent Variable ∆ $-Volume ∆ Small ∆ Large

Stock Up Yesterday −1.513c (6.28) −1.745c (8.64) −1.353c (3.86)
Stock Down Yesterday −0.823c (3.96) −0.678c (3.87) −0.666a (2.20)
Stock Last 5 Days Up −0.522c (3.69) −0.412c (3.46) −0.316 (1.53)
Stock Last 5 Days Down −0.088 (.887) −0.028 (.338) −0.101 (.697)
Stock 5 Day Volatility −1.800c (45.2) −1.978b (2.92) 0.253 (.258)
Market Up Yesterday −0.503 (.783) −0.773 (1.44) 0.259 (.277)
Market Down Yesterday −0.092 (.437) −0.034 (.194) −0.121 (.396)
Market Last 5 Days Up 0.329 (.497) 0.472 (.851) −0.173 (.180)
Market Last 5 Days Down −0.229 (1.29) −0.228 (1.53) −0.343 (1.32)
Market 5 Day Volatility 0.654b (2.86) 0.566b (2.80) 0.207 (.598)
Federal Funds Rate −73.44b (3.02) −60.71b (2.99) −96.30b (2.73)
Term Spread −27.05 (1.16) −18.22 (.933) −57.24 (1.69)
Quality Spread −101.4b (2.94) −37.38 (1.29) −125.8a (2.51)
Message Board Volume 0.005 (.825) 0.006 (.713) 0.009 (.759)
Agreement Index −0.022 (1.00) −0.017 (.923) −0.032 (.994)
Intercept 0.079a (2.50) 0.081b (2.64) 0.062 (1.21)
Monday 0.052 (1.62) 0.104c (3.86) −0.073 (1.56)
Tuesday 0.097b (3.19) 0.066b (2.60) 0.038 (.853)
Wednesday 0.120c (4.03) 0.130c (5.23) 0.033 (.754)
Thursday 0.036 (1.17) 0.015 (.600) 0.005 (.115)
Holiday 0.068 (1.24) 0.102a (2.19) −0.091 (1.13)
Articles in WSJ Today 0.126c (3.51) 0.073a (2.41) 0.142b (2.71)
Articles in WSJ Yesterday −0.129c (3.60) −0.111c (3.68) −0.156b (2.99)
Articles in WSJ 2 days ago 0.006 (.171) 0.018 (.596) 0.003 (.060)
σ2 (mean squared error) 0.311c (42.4) 0.217c (42.0) 0.655c (42.1)
ρ (cross-section variance ratio) 0.000 (.000) 0.000 (.000) 0.000 (.001)
Observations 3,593 3,593 3,593
Companies 15 15 15
Pseudo-R2 0.245 0.280 0.150

Note: The basic unit of observation is a day. The dependent variables in these panel regressions are
the log change in the variable indicated in each column head. $-Volume is the $-value of the shares
traded, while Small and Large indicate the number of small trades <$10k and large trades >$100k. We
have excluded the middle group ($10k–$100k) because the results of the middle group were quite close
to the Small group. The regressors include company-specific and market variables that measure the
log change in prices and volatility. The message board variables are based on the 4-hour aggregates
of messages posted on the Raging Bull message boards prior to market opening at 09:30. Coefficients
were estimated using random effects on the panel of 45 companies in our data set. A coefficient that is
significant at 95% level is indicated with a, while b and c denote significance at the 99% level and 99.9%
level, respectively. Absolute t-statistics are shown in parentheses.
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